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Abstract.
Uplift modeling is a relatively new branch of Machine Learning initially
used for marketing campaigns to determine their incremental impact. In
contrast to conventional classification methods, it does not predict the
response (or response probabilities) itself, but instead, the difference in
those probabilities resulting from this campaign. In other words, it aims
to model the causal effect of an applied action on a given individual. But
uplift modeling is not restricted only to marketing, the second straight-
forward application is controlled clinical trail. The main assumption here
is that our population is divided into two groups: treatment, where the
action was taken, and control, which plays the role of a background.
In this paper we present a modification of L1 Support Vector Machines
designed specifically for needs of uplift modeling. The standard SVM
optimization task has been reformulated in order to explicitly model the
difference in response behavior between treatment and control datasets.
The resulting model can make three different predictions on a given ob-
ject: whether the response to an applied action will be positive, neutral
or negative. Finally we compare nonlinear Uplift SVMs and demonstrate
their performance.

1 Introduction

Unlike the traditional classification methods like logistic regression or Support
Vector Machines, where the model predicts the conditional class probability
distribution, the uplift modelling aims at predicting the incremental response of
some investigated action. Standard classification methods focus entirely on the
effect after the action has been taken and do not take into account possibility of
not taking the action. And that is the idea behind the uplift modelling: it tries
to model what happens because of the action. To achieve this, uplift methods
require the dataset to be divided into two groups: the treatment group, where
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the action has been performed, and the control, used as a background, which
was not subject to this action.

The idea of uplift is the easiest to understand in the context of marketing
campaigns. In fact, customers who were subject to a given campaign and had
a positive outcome (bought some product) can be divided into two categories:
those who bought because they were induced and those who would have bought
it anyway. Of course, only the first group is really valuable from the marketers
point of view. Notice that traditional classification methods are unable to distin-
guish between those two groups. Moreover, an analogous division can be made on
clients with negative outcome, where we should pay special attention to detect
those, who did not buy because they were targeted (e.g they got annoyed). Mar-
keters, in all possible ways, should exclude this group from the campaign. Uplift
methods try to explicitly model the difference in outcome probabilities between
the control and treatment groups, hence they are able to predict whether the
result of the action will be truly positive, neutral or negative.

In this paper we describe a modification of Support Vector Machines designed
specifically for needs of uplift modeling. The resulting model handles two training
datasets and can make three different predictions on a given object: whether the
response to an applied action will be positive, neutral or negative. Moreover,
the kernel trick was applied in order to create nonlinear classifiers. In Section 4
we will experimentally compare the performance of a linear uplift SVM with its
nonlinear modifications, where polynomial and radial basis function kernels were
used.

1.1 Previous work

Surprisingly, uplift modeling has received relatively little attention in the liter-
ature. The most obvious approach uses two separate probabilistic models, one
built on the treatment and the other on the control dataset, and subtracts their
predicted probabilities. The advantage of the two-model approach is that it can
be applied with any classification model. Moreover, if uplift is strongly correlated
with the class attribute itself, or if the amount of training data is sufficient for
the models to predict the class probabilities accurately, the two-model approach
will perform very well also in the uplift case. The disadvantage is, that when
uplift follows a different pattern than the class distributions, both models will
focus on predicting the class, instead of focusing on the weaker ‘uplift signal’.
See [1] for an illustrative example.

A few papers addressed decision tree construction for uplift modeling. See
e.g. [2, 1]. In [3] uplift decision trees have been presented which are more in line
with modern machine learning algorithms. The approach has been extended to
the case of multiple treatments in [4].

Some regression techniques for uplift modeling are available. Most researchers,
however, follow the two model approach either explicitly or implicitly [5, 6]. In [7]
a method has been presented which makes it possible to convert a classical lo-
gistic regression model (or in fact any other probabilistic classifier) into an uplift
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model. The approach is based on a class variable transformation. Recent, thor-
ough literature overviews on uplift modeling can be found in [3] and [1].

Support Vector Machines with parallel hyperplanes, similar to our approach,
have been analyzed in the context of ordinal classification [8]; here the situation
is different as two training datasets are involved.

Recently another approach to Support Vector Machines applied to uplift
modeling has been published [9]. It is based on structured SVMs used to directly
maximize the area under uplift curves.

A preliminary version of this paper appeared in [10]. The current paper
extends that first version mainly with an application of kernels. All experiments
are focused on this issue. Moreover, the list of datasets under comparison has
been largely refreshed.

2 Classic Support Vector Machines algorithm

Before we move on to Uplift SVM, let us make a short revision of the linear
Support Vector Machines.

2.1 Linear SVM

The idea of Support Vector Machine (SVM) method was first introduced by
Vapnik, Chervonenkis and Lerner in early 60’s [11, 12]. Later, in 1992 Vapnik
with his team [13] suggested a way to apply the so-called kernel-trick to create
nonlinear classifiers and finally, in 1995, also Vapnik with Corinna Cortes [14]
introduced the most popular nowadays soft-margin approach.

We start with introducing the notation. Let us consider n-points training
sample D = {(xi, yi) : i = 1, . . . , n}, where xi ∈ Rm are the values of the
predictor variables and yi ∈ {−1, 1} is the class of the i-th data point. The class
+1 is considered as the positive, or desired outcome. By 〈x1,x2〉 we denote the
scalar product of vectors x1 and x2.

At first we consider the simplest, linearly separable case. Then, there exists
some hyperplane H which separates the positive from the negative data points.
This is called the separating hyperplane and it has the following form

〈w,x〉+ b = 0, (1)

where w is the normal vector to the hyperplane H and b ∈ R. In the linearly sep-
arable case there also exist two hyperplanes 〈w,x〉+b = −1 and 〈w,x〉+b = +1
that also separate the training sample and there are no data points between
them. The goal is to maximize the distance between them, which geometri-
cally equals 2

||w|| , hence, instead of this maximization one can minimize ||w|| (or
equivalently its square ||w||2 = 〈w,w〉) subject to constraints of the (simplified)
form

yi(〈w,xi〉+ b) ≥ +1 for i = 1, . . . , n, (2)

which are the consequence of linear separability.
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Hence, here we have a well-known quadratic optimization problem with linear
constraints. It has a corresponding dual problem of the form

max
αi

L(α) = max
αi

min
w

1

2
〈w,w〉+

n∑
i=1

αi [yi(〈w,xi〉+ b)− 1] (3)

= max
αi

n∑
i=1

αi −
1

2

n∑
i,j=1

αiαjyiyj〈xi,xj〉. (4)

where α = (α1, . . . , αn), αi ≥ 0 are Lagrange multipliers. See [15] for more
datailed description.

In case when the data points are not linearly separable, a small modifica-
tion is needed to handle with mislabeled examples. In such situation there are
introduced non-negative slack variables ξi, which measure the “degree of mis-
classification” of i-th example. The constraints become

yi(〈w,xi〉+ b) ≥ +1− ξi, ξi ≥ 0 for i = 1, . . . , n. (5)

The goal function is then increased by non-zero ξi and the optimization problem
becomes a kind of a trade-off between a wide margin and low error caused by
misclassification. Then the primal problem has the form

arg min
w,b,ξ

1

2
〈w,w〉+ C

n∑
i=1

ξi, (6)

subject to constraints (5). Constant C is the penalty coefficient, its large val-
ues pay more attention to the missclassified examples. The dual form is almost
exactly the same as in the separable case, slack variables ξi vanish from the for-
mulation and the only one difference is that Lagrange multipliers αi are bounded
by the penalty coefficient C i.e. 0 ≤ αi ≤ C.

2.2 Kernel trick

The so-called “kernel trick” owes its name to the application of kernel functions
in order to transfer the considered problem to high dimensional one, implicit
feature space, where we even do not need to compute the coordinates of the
training sample, but instead, we simply compute the scalar product between
the images of all pairs of examples in the feature space, what usually is easier
and computationally cheaper than explicit computation of the new coordinates.
Support Vector Machines is probably the most popular application of kernel
trick. Due to the fact that in the dual problem the data appears solely in the
scalar products, the application of the kernel trick is absolutely straightforward.
In general, we simply substitute those scalar products with some desired kernel
function.

Let us suppose that we have a mapping φ : Rm → T , which maps our
data to some other (possibly infinite dimensional) Euclidean space T . Then
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the only dependence on the data in the learning alogrithm would be through
scalar products 〈φ(xi), φ(xj)〉 in the new space T . Now, if there exists a kernel
function K, such that K(xi,xj) = 〈φ(xi), φ(xj)〉, then we may use only K in
the optimization and, what is tricky here, we do not need to know φ at all -
we only require that K is a positive-semidefinite, symmetrical kernel function,
which, based on Mercer’s theorem, represent the scalar product in the implicit
feature space T .

In case of the SVM, the (4) becomes

max
αi

L(α) = max
αi

[ n∑
i=1

αi −
1

2

n∑
i,j=1

αiαjyiyjK(xi,xj)
]
. (7)

There are many possible kernel functions, but the most popular are

1. polynomial: K(xi,xj) = (〈xi,xj〉+ 1)d,
2. gaussian radial basis function (RBF): K(xi,xj) = exp(−γ||xi − xj ||2),
3. sigmoid: K(xi,xj) = tanh(α〈xi,xj〉+ 1).

In general, the parameters d, γ, α are used to adjust the degree of nonlinearity. In
this paper we will present the results using polynomial and RBF kernel functions.
We will compare it with the linear SVM (in fact, it might be also considered as
a kernel SVM with K(xi,xj) = 〈xi,xj〉).

3 Uplift Support Vector Machines

SVMs are designed primarily for classification, not probability modeling, so in
order to adapt the SVMs to the analyzed setting, we first recast the uplift mod-
eling problem as a three-class classification problem. This differs from the typical
formulation which aims at predicting the difference in class probabilities between
treatment and control groups.

Unlike standard classification, in uplift modeling we have two training sam-
ples: the treatment group, DT = {(xi, yi) : i = 1, . . . , nT } and the control group
DC = {(xi, yi) : i = 1, . . . , nC}, where xi ∈ Rm are the values of the predictor
variables, and yi ∈ {−1, 1} is the class of the i-th data record, m is the number
of attributes in the data, and nT and nC are the numbers of records in the treat-
ment and control groups respectively. Objects in the treatment group have been
subject to some action or treatment, while objects in the control group have not.

In the rest of the paper we will continue to follow the convention that all
quantities related to the treatment group will be denoted with superscript T

and those related to the control group with superscript C .
An uplift model is defined as a function

M(x) : Rm → {−1, 0, 1}, (8)

which assigns to each point in the input space one of the values +1, 0 and −1,
interpreted, respectively, as positive, neutral and negative impact of the action.
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In other words, the positive prediction +1 means that we expect the objects class
to be +1 if it is subject to treatment and −1 if it is not, the negative prediction
means that we expect the class to be −1 after treatment and +1 if no action
was performed, and neutral if the object’s class is identical (either +1 or −1)
regardless of whether the action was taken or not.

The proposed Uplift Support Vector Machine (USVM), which performs uplift
prediction, uses two parallel hyperplanes

H1 : 〈w,x〉+ b1 = 0 H2 : 〈w,x〉+ b2 = 0,

where b1, b2 ∈ R are the intercepts and if b2 ≥ b1 then the model is valid; in
Lemma 1 we will give sufficient conditions for this inequality to hold. The model
predictions are specified by the following equation

M(x) =


+1 if 〈w,x〉+ b1 > 0,

0 if 〈w,x〉+ b1 ≤ 0 and 〈w,x〉+ b2 > 0,

−1 if 〈w,x〉+ b2 ≤ 0.

(9)

Intuitively, the point is classified as positive if it lies on the positive side of both
hyperplanes, neutral if it lies on the positive side of hyperplane H2 only, and
classified as negative if it lies on the negative side of both hyperplanes. In other
words, H1 separates positive and neutral points, and H2 neutral and negative
points.

Let us now formulate the optimization task which allows for finding the
model’s parameters w, b1, b2. We will use DT

+ = {(xi, yi) ∈ DT : yi = +1} to
denote data points belonging to the positive class in the treatment group and
DT
− = {(xi, yi) ∈ DT : yi = −1} to denote points in that group belonging to

the negative class. Analogous notation is used for points in the control group.
Denote n = |DT |+ |DC |.

The parameters of an USVM can be found by solving the following optimiza-
tion problem, which we call the USVM optimization problem.

min
w,b1,b2∈Rm+2

1

2
〈w,w〉+ C1

∑
DT

+∪DC
−

ξi,1 + C2

∑
DT

−∪DC
+

ξi,1

+ C2

∑
DT

+∪DC
−

ξi,2 + C1

∑
DT

−∪DC
+

ξi,2, (10)

subject to the following constraints

〈w,xi〉+ b1 ≥ +1− ξi,1, forall (xi, yi) ∈ DT
+ ∪DC

−, (11)

〈w,xi〉+ b1 ≤ −1 + ξi,1, forall (xi, yi) ∈ DT
− ∪DC

+, (12)

〈w,xi〉+ b2 ≥ +1− ξi,2, forall (xi, yi) ∈ DT
+ ∪DC

−, (13)

〈w,xi〉+ b2 ≤ −1 + ξi,2, forall (xi, yi) ∈ DT
− ∪DC

+, (14)

ξi,j ≥ 0, forall i = 1, . . . , n, j ∈ {1, 2}, (15)
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where C1, C2 are penalty parameters and ξi,j slack variables allowing for mis-
classified training cases. Note that ξi,1 and ξi,2 are slack variables related to the
hyperplane H1 and H2 respectively. We will now give an intuitive justification
for this formulation of the optimization problem.

Below, when we talk about distance of a point from a plane and point lying
on a positive or negative side of the plane we implicitly assume that the width
of the margin is also taken into account.

The situation is graphically depicted in Figure 1. Example points belonging
to DT

+ are marked with T+, points belonging to DT
−, respectively with T−. Anal-

ogous notation is used for example points in the control group which are marked
with C+ and C−.

In an ideal situation, we would want points for which a positive (+1) pre-
diction is made to contain only cases in DT

+ and DC
−, that is only points which

do not contradict the positive effect of the action. Note that for the remaining
points, which are in DT

− or in DC
+, the effect of an action can at best be neutral.

Therefore points in DT
+ and DC

− (marked T+ and C− respectively in the fig-
ure) are not penalized when on the positive side of hyperplane H1. Analogously
points in DT

− and DC
+ (marked T− and C+) which are on the negative side of

H2 are not penalized. Points in DT
+ and DC

− which lie on the negative side of
H1 are penalized with penalty C1ξi,1 where ξi is the distance of the point from
the plane (in fact, the true distance is equal to ξi

||w|| , but for simplicity we use
only ξi) and C1 is a penalty coefficient. Those penalties prevent the model from
being overly cautious and classifying all points as neutral (see Lemmas 2 and 3
in the next section). Analogous penalty is introduced for points in DT

− and DC
+

in the fifth term of (10). In Figure 1, those points are sandwiched between H1

and H2, and their penalties are marked with red arrows.
Consider now points in DT

+ and DC
− which lie on the negative side of both

hyperplanes, i.e. in the region where the model predicts a negative impact (−1).
Clearly, model’s predictions are wrong in this case, since if the outcome was
positive in the treatment group the impact of the action can only be positive
or neutral. Those data points are thus additionally penalized for being on the
wrong side of the hyperplane H2 with penalty C2ξi,2. Analogous penalty is of
course applied to points in DT

− and DC
+ which lie on the positive side of both

hyperplanes. Additional penalties are marked with dashed blue arrows in the
figure.

To summarize, the penalty coefficient C1 is used to punish points being on
the wrong side of a single hyperplane (red arrows in Figure 1) and the coefficient
C2 controls additional penalty incurred by a point being on the wrong side of also
the second hyperplane (dashed blue arrows in Figure 1). In the next section we
give a more detailed analysis of how the penalties influence the model’s behavior.

3.1 Properties of the Uplift Support Vector Machines (USVMs)

In this section we are going to analyze some mathematical properties of Uplift
Support Vector Machines (USVMs), especially in the context of influence of the
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H1

H2
T−

ξi,2

C+

ξi,2

T+

ξi,1

C−

ξi,1

T+

ξi,1ξi,2

T−

ξi,2ξi,1T+

C−

C+

T−

Fig. 1. The Uplift SVM optimization problem. Example points belonging to the posi-
tive class in the treatment and control groups are marked respectively with T+ and C+.
Analogous notation is used for points in the negative class. The figure shows penalties
incurred by points with respect to the two hyperplanes of the USVM. Positive sides of
hyperplanes are indicated by small arrows at the right ends of lines in the image. Red
arrows denote the penalties incurred by points which lie on the wrong side of a single
hyperplane, blue dashed arrows denote additional penalties for being misclassified also
by the second hyperplane.

parameters C1 and C2 on model’s behavior. One of the more important results
is how the ratio of penalty parameters C2

C1
directly influences the number of

records which are classified as neutral, or, in other words, how it influences the
distance between the two separating hyperplanes. This also sheds light on the
interpretation of the model.

Lemma 1. Let w∗, b∗1, b
∗
2 be a solution to the Uplift SVM optimization problem

given by Equations 10-15. If C2 ≥ C1 then b∗2 ≥ b∗1.

The proof of this and the remaining lemmas can be found in the in [10]. The
lemma guarantees that the problem possesses a well defined solution in the sense
of Equation 9. Moreover it naturally constrains the penalty C2 to be greater than
or equal to C1. From now on, instead of working with the coefficient C2, it will
be more convenient to talk about the penalty coefficient C1 and the quotient
C2

C1
≥ 1 determining how many times is C2 is greater than C1.

Lemma 2. For sufficiently large value of C2

C1
none of the observations is penal-

ized with a term involving the C2 factor in the solution to the USVM optimization
problem.
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Equivalently the lemma states that for a large enough value of C2

C1
, none of the

points will be on the wrong side of both hyperplanes. This is possible only when
the hyperplanes are maximally separated, resulting in most (often all) points
classified as neutral.

Lemma 3. If C1 = C2 = C and the solution is unique then both hyperplanes
coincide: b1 = b2.

We are now ready to give an interpretation of the C1 and C2

C1
parameters of

the Uplift SVM. The parameter C1 plays the role analogous to the penalty co-
efficient C in classical SVMs controlling the relative cost of misclassified points
with respect to the margin maximization term 1

2 〈w,w〉. The quotient C2

C1
allows

the analyst to decide what proportion of points should be classified as posi-
tive or negative. In other words, it allows for controlling the size of the neutral
prediction.

Note that this is not equivalent to selecting thresholds in data scored using a
single model. For each value of C2

C1
a different model is built which is optimized

for a specific proportion of positive and negative predictions. We believe that
this property of USVMs is very useful for practical applications, as it allows for
tuning the model specifically to the desired size of the campaign.

3.2 The Uplift Support Vector Machine optimization task

Let us now present the dual of the Uplift Support Vector Machine optimization
task and discuss methods of solving it.

We will first introduce a class variable transformation

zi =

{
yi, if (xi, yi) ∈ DT ,

−yi, if (xi, yi) ∈ DC .

In other words, zi is obtained by keeping the class variable in the treatment
group and reversing it in the control. Note that this is the same transformation
which has been introduced in [7] in the context of uplift modeling and logistic
regression.

This variable transformation allows us to simplify the optimization problem
given in Equations 10-15 by merging (11) with (12) and (13) with (14). The
simplified optimization problem is

min
w,b1,b2∈Rm+2

1

2
〈w,w〉+ C1

∑
DT

+∪DC
−

ξi,1 + C2

∑
DT

−∪DC
+

ξi,1

+ C2

∑
DT

+∪DC
−

ξi,2 + C1

∑
DT

−∪DC
+

ξi,2,

subject to constraints

zi(〈w,xi〉+ b1)− 1 + ξi,1 ≥ 0 forall i = 1, . . . , n,

zi(〈w,xi〉+ b2)− 1 + ξi,2 ≥ 0 forall i = 1, . . . , n,

ξi,j ≥ 0, forall i = 1, . . . , n, j ∈ {1, 2}.
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We will now obtain the dual form of the optimization problem. We begin by
writing the following Lagrange function

L(w, b1,b2, αi, βi, ξi,1, ξi,2, ri, pi)

=
1

2
〈w,w〉+ C1

∑
+1

ξi,1 + C2

∑
−1

ξi,1

+ C2

∑
+1

ξi,2 + C1

∑
−1

ξi,2

−
n∑
i=1

αi
(
zi(〈w,xi〉+ b1)− 1 + ξi,1

)
−

n∑
i=1

βi
(
zi(〈w,xi〉+ b2)− 1 + ξi,2

)
−

n∑
i=1

riξi,1 −
n∑
i=1

piξi,2,

where
∑

+1 and
∑
−1 denote sums over all examples in DT ∪DC for which zi = 1

and zi = −1 respectively; αi, βi ∈ R are Lagrange multipliers and ri, pi ≥ 0.
Now we need to calculate partial derivatives and equate them to 0 in order

to satisfy Karush-Kuhn-Tucker conditions. We begin by deriving w.r.t. w

∂L

∂w
= w −

n∑
i=1

αizixi −
n∑
i=1

βizixi = 0,

from which we obtain

w =
n∑
i=1

(αi + βi)zixi. (16)

We obtain the remaining derivatives in a similar fashion

∂L

∂b1
= −

n∑
i=1

αizi = 0,
∂L

∂b2
= −

n∑
i=1

βizi = 0, (17)

∂L

∂ξi,1
= C11[zi=−1] + C21[zi=+1] − αi − ri = 0, (18)

∂L

∂ξi,2
= C11[zi=+1] + C21[zi=−1] − βi − pi = 0. (19)

Plugging those equations back into the Lagrange function we obtain, after sim-
plifications,

L =
1

2
〈w,w〉 −

n∑
i=1

αi
(
zi(〈w,xi〉+ b1)− 1

)
−

n∑
i=1

βi
(
zi(〈w,xi〉+ b2)− 1

)
.
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Substituting w from Equation 16 and simplifying further we get

L =
1

2

n∑
i,j=1

(αi + βi)(αj + βj)zizj〈xi,xj〉

−
n∑

i,j=1

(αi + βi)(αj + βj)zizj〈xj ,xi〉

− b1
n∑
i=1

αizi +
n∑
i=1

αi − b2
n∑
i=1

βizi +
n∑
i=1

βi

=
n∑
i=1

(αi + βi)−
1

2

n∑
i,j=1

(αi + βi)(αj + βj)zizj〈xi,xj〉, (20)

which we maximize over αi, βi.
Finally, from the assumption that ri, pi ≥ 0 and (18), (19) combined with the

KKT condition on nonnegativity of αi, βi and from (17) we obtain the following
constraints for the dual optimization problem

0 ≤ αi ≤ C11[zi=−1] + C21[zi=+1], (21)

0 ≤ βi ≤ C11[zi=+1] + C21[zi=−1], (22)
n∑
i=1

αizi =
n∑
i=1

βizi = 0. (23)

And the last thing that we mention in this section is the application of kernel
functions in order to obtain nonlinear model. In case of uplift Support Vector
Machines it is exactly the same as in the case of a standard SVM. We simply
substitute the scalar product in (20) with some symmetric, positive-semidefinite
kernel function

L =
n∑
i=1

(αi + βi)−
1

2

n∑
i,j=1

(αi + βi)(αj + βj)zizjK(xi,xj), (24)

while the Constraints 21 - 23 remain unchanged. As we mentioned before, in the
experimental evaluation we have used the polynomial (of degree d = 3) and the
radial basis function (with γ = 1) kernels.

The problem presented above we solve using the quadratic and convex solvers
from the CVXOPT library [16]. We also have developed dedicated solvers for the
Karush-Kuhn-Tucker (KKT) systems of equations needed to solve our USVM
optimization problems, but we do not present the details here.

4 Experimental evaluation

4.1 Evaluation of uplift models

Let us now discuss evaluation of uplift models using so called uplift curves. One
of the tools for assessing performance of standard classification models are lift
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Fig. 2. Example uplift curve for the survival-veteran dataset for Uplift SVM with
the linear kernel. The x-axis represents the percentage of the population to which the
action has been applied and the y-axis the net gain from performing the action.

curves (also known as cumulative gains curves or cumulative accuracy profiles).
In a lift curve, the x axis corresponds to the number of cases targeted and the y
axis to the number of successes captured by the model. In our case both numbers
will be expressed as percentage of the total population.

The uplift curve is computed by subtracting the lift curve obtained on the
control test set from the lift curve obtained on the treatment test set. Both curves
are generated using the same uplift model. Recall the number of successes on
the y axis is expressed as a percentage of the total population which guarantees
that the curves can be meaningfully subtracted. The interpretation of the uplift
curve is as follows: on the x axis we select the percentage of the population on
which an action is performed and on the y axis we read the difference between
the success rates in the treatment and control groups. A point at x = 100% gives
the gain in success probability we would obtain if the action was performed on
the whole population. A diagonal line corresponds random selection. The Area
Under the Uplift Curve (AUUC) can be used as a single number summarizing
model performance. In this paper we subtract the area under the diagonal line
from this value in order to obtain more meaningful numbers. More details on
evaluating uplift models and on uplift curves can be found in [3, 1].

Figure 2 shows uplift curves for survival-veteran dataset(short description
about this dataset is presented in the next paragraph) for Uplift SVM with
the linear kernel. It can be seen that targeting between 20% and 80% of the
population gives significant gains in net success rate over targeting nobody or the
whole population. It can be seen that applying the action only to some proportion
of the population leads to significant gains in net success rate. The curve in the
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figure have been generated by averaging over 32 random train test splits; the
same method, but with more splits, has been used for other experiments in this
section and is described in detail below.

4.2 Benchmark datasets and experiment setup

One of the major difficulties in working on the uplift modeling is the lack of
publicly available datasets. Despite the fact that control groups are quite com-
mon in clinical trails and marketing campaign, there are relatively few publicly
available datasets with reasonably large control group and at least several predic-
tors. Furthermore, clinical trials usually involve censored data and most machine
learning methods, including uplift modeling tools, do not directly allow for the
use of such data. But Rzepakowski and Jaroszewicz [17] demonstrated that, un-
der reasonable assumptions, one can easily apply uplift modeling to survival
data, without messing up the correctness of models’ decisions. Before we present
a very brief description of each dataset, we first explain how the conversion of
survival time to binary (positive/negative) outcome was performed. In order to
obtain a balanced class distribution we have used median of observed (censored)
survival times. All but one datasets was transformed this way. The only ex-
ception was the dataset colon lev recur, where third quartile was used as a
threshold. See [17] for more datailed description.

The first dataset called tamoxifen comes from a book on survival analysis
by Pintilie [18] and contains the data on therapy of breast cancer with a drug
tamoxifen. In this clinical trial the treated group received tamoxifen combined
with radio-therapy, while the control group received tamoxifen alone. We attempt
to model the target variable stat describing whether the patient was alive at the
time of the last follow-up. The dataset contains six predictor variables. Details
can be found in [18].

Two next datasets come from the R package called KMsurv. The burn dataset
describes patients who suffered from underwent burns. The body cleansing was
applied to patients in the treatment group while the control group had routine
baths. Occurrence of staphylococcus aureus infection was the negative outcome.
The second dataset is called hodg and it comes from clinical trail, where 43
patients underwent an allogeneic graft or an autologous graft (control group) as
a lymphoma treatment.

Additional datasets come from the another R package called survival. We
will not discuss them in details since full descriptions are easily accessible online.
The pbc dataset is the result of a study of primary biliary cirrhosis (PBC) of
the liver. 312 patients were randomly divided into the treated group (received
D-penicillamine drug) and the control group (placebo). The next dataset called
bladder contains the data about recurrences of a bladder cancer on 85 patients
who received either the thiotepa drug or placebo.
The colon data comes from a study where clinicians examined an adjuvant
chemotherapy for colon cancer. There are two types of treatment: levamisole
and levamisole combined with 5-FU (Fluorouracil). The control group received
placebo. Two types of outcomes were recorded: death and disease recurrence.
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dataset Linear RBF Poly

tamoxifen 0.0138 -0.0089 -0.0096
kmsurv-burn 0.0309 0.0336 0.0339
kmsurv-hodq 0.0691 0.0884 0.0789
survival-bladder -0.0358 -0.0431 -0.0441
survival-pbc -0.0138 -0.0105 -0.0114
survival-colon-death -0.0025 -0.0107 -0.0121
survival-colon-lev-death -0.0022 0.0048 0.0048
survival-colon-lev-recur -0.0174 -0.0204 -0.0226
survival-colon-lev-5fu-death -0.0045 -0.0008 -0.0018
survival-colon-lev-5fu-recur -0.0026 0.0007 0.001
survival-colon-recur -0.001 -0.0021 -0.0021
survival-veteran 0.0342 0.0396 0.0411

Table 1. Areas under the Uplift Curve for kernel Uplift Support Vector Machines.

Hence, we have two possible modeling targets and we analyzed it separately.
All in all, colon data eventually gives us six datasets: three therapies (two
treatment, one placebo) times two target attributes. Resulting datasets are called
respectively colon-death, colon-recur, colon-lev-death, colon-lev-recur,
colon-lev-5fu-death and colon-lev-5fu-recur.
Finally, the veteran data comes from a randomized clinical trial of lung cancer
where 137 patients were involved.

4.3 Performance evaluation of uplift SVM

We will now compare the performance of Uplift Support Vector Machines with
different kernel functions applied. As mentioned before, we used three of them:
linear (classic SVM), polynomial with degree of 3 and Gaussian radial-basis
function (with parameter γ = 1). Those parameters were not subject to tuning
procedure. The penalty parameter C1 in all models have been chosen from the set
{10−2, 10−1, . . . , 103}, while the proportion C2

C1
had 11 possible values uniformly

distributed in the range [1.0, 3.0]. For each grid point 5-fold cross-validation was
used to measure model performance.

Table 4.3 compares Areas under the Uplift Curve for Uplift SVMs with three
used kernel functions on all benchmark datasets. The areas are given in terms of
percentages of the total population (used also on the y-axis). Testing was per-
formed by repeating 256 times a random train/test split with 80% of data used
for training (and cross-validation based parameter tuning). The remaining 20%
were used for testing. Large number of repetitions reduces the influence of ran-
domness in model testing and construction, making the experiments repeatable.
Cases when a given method performs best are marked in bold.

It can be seen that both introduced nonlinear versions of uplift SVM do not
bring significant improvement, in fact, based on performed experiments, it is
hard to point out the winner. The reason of such behavior should be, however,
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subject to the further research. But we must remember that, even if the overall
performance is not satisfactory, the uplift modeling may still be useful, since it is
capable of selecting a subgroup of customers (patients) for which the campaign
(treatment) is successful.

5 Conclusions

We have presented an adaptation of Support Vector Machines to the uplift mod-
elling task. The proposed method has been analyzed theoretically including a
problem reformulation and properties that clarifies the interpretation of model
parameters. The Kernel trick was used in order to create a nonlinear classifiers.
Resulting algorithms were tested on real clinical trails datasets. The results of
experimental evaluation were good on some datasets, while the others were quite
unsatisfactory. The causes of this fact are the direction of future research. We
suspect that the proposed approach might suffer from the problem of an in-
stability when small changes of parameter values result in large changes in the
model behavior. Another way to improve the performance could be tuning of
the kernel parameters. Future research will also include a theoretical analysis of
the generalization properties.

6 Acknowledgements

This work was supported by Research Grant no. N N516 414938 of the Polish
Ministry of Science and Higher Education (Ministerstwo Nauki i Szkolnictwa
Wyższego) from research funds for the period 2010–2014. Ł.Z. was co-funded
by the European Union from resources of the European Social Fund. Project
POKL ‘Information technologies: Research and their interdisciplinary applica-
tions’, Agreement UDA-POKL.04.01.01-00-051/10-00.

References

1. Radcliffe, N.J., Surry, P.D.: Real-world uplift modelling with significance-based
uplift trees. Portrait Technical Report TR-2011-1, Stochastic Solutions (2011)

2. Hansotia, B., Rukstales, B.: Incremental value modeling. Journal of Interactive
Marketing 16(3) (2002) 35–46

3. Rzepakowski, P., Jaroszewicz, S.: Decision trees for uplift modeling. In: Proc. of the
10th IEEE International Conference on Data Mining (ICDM), Sydney, Australia
(December 2010) 441–450

4. Rzepakowski, P., Jaroszewicz, S.: Decision trees for uplift modeling with single
and multiple treatments. Knowledge and Information Systems (2011)

5. Lo, V.S.Y.: The true lift model - a novel data mining approach to response modeling
in database marketing. SIGKDD Explorations 4(2) (2002) 78–86

6. Larsen, K.: Net lift models: Optimizing the impact of your marketing. In: Predic-
tive Analytics World. (2011) workshop presentation.



198 Łukasz Zaniewicz, Szymon Jaroszewicz

7. Jaśkowski, M., Jaroszewicz, S.: Uplift modeling for clinical trial data. In: ICML
2012 Workshop on Machine Learning for Clinical Data Analysis, Edinburgh, Scot-
land (June 2012)

8. Shashua, A., Levin, A.: Ranking with large margin principle: Two approaches.
Advances in neural information processing systems 15 (2002) 937–944

9. Kuusisto, F., Santos Costa, V., Nassif, H., Burnside, E., Page, D., Shavlik, J.:
Support vector machines for differential prediction. In: European Conference on
Machine Learning (ECML-PKDD). (2014) To appear.

10. Zaniewicz, Ł., Jaroszewicz, S.: Support vector machines for uplift modeling. In:
The First IEEE ICDM Workshop on Causal Discovery (CD 2013), Dallas, Texas
(December 2013)

11. Lerner, A., Vapnik, V.: Pattern recognition using generalized portrait method.
Automation and Remote Control 24 (1963) 774–780

12. Vapnik, V., Chervonenkis, A.: A note on one class of perceptrons. Automation
and Remote Control 25 (1963) 821–837

13. B. Boser, I.G., Vapnik, V.: A training algorithm for optimal margin classifiers.
In: Proceedings of the 5th Annual ACM Workshop on Computational Learning
Theory, ACM Press (1992) 144–152

14. Cortes, C., Vapnik, V.: Support-vector networks. Machine Learning 20(3) (1995)
273–297

15. Vapnik, V.: The Nature of Statistical Learning Theory. Springer (1999)
16. Andersen, M.S., Dahl, J., Liu, Z., Vandenberghe, L.: Interior-point methods for

large-scale cone programming. In: Optimization for Machine Learning. MIT Press
(2012) 55–83

17. Jaroszewicz, S., Rzepakowski, P.: Uplift modeling with survival data. In: ACM
SIGKDD Workshop on Health Informatics (HI-KDD’14), New York City, USA
(August 2014)

18. Pintilie, M.: Competing risks : a practical perspective. John Wiley & Sons Inc.
(2006)


